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Introduction

Graph theory and graph analytics are essential for addressing many research problems and have applications
in various domains including social, biological, and hyperlink graphs. The rapid growth in the data can lead
to very large and sparse graphs consisting of several millions (or even billions) of nodes. This poses many
challenges in designing and developing fast and accurate algorithms for large scale graph analysis.

Computing subgraph centrality, which is an important node centrality measure, is infeasible for a large
graphs because of O(N 3) time complexity (where N is the number of nodes in the network). The same
applies to the computation of the spectrogram of eigenvalues, which is important for network comparison.
To overcome this limitation, we developed near linear algorithms to approximate (yet with high accuracy)
computations of subgraph centrality and spectrogram. The computations can still be time consuming
when billions of nodes are involved in a network. Therefore, we have designed and developed a massively
parallel computing framework for graph analytics. We introduce multi-layered hybrid parallelization in our
framework using MPI and node level parallelization (OpenMP/GPU) for fast and efficient computations.
Algorithmic properties can further be exploited to allow certain steps to be performed in parallel enabling
a very good scalability.

The scalability and performance of the code is benchmarked on large real-world graphs, such as the European
street network with 51 million nodes and 108 million edges.

Trading accuracy for complexity

We believe that to tackle big data analytics, accuracy has to be traded for algorithmic complexity and
scalability, because hardware will never beat complexity. For graphs with N nodes, algorithms with a near
linear complexity O(cN) with c� N will be the only way to tackle big data problems.
The big data regime demands analytics for huge graphs in tens of millions. Unfortunately most algorithms
have a high complexity. This means that relatively small graphs with 1 million nodes already require minutes
on fastest machine on the planet.
Here we discuss two near linear O(N) algorithms for identifying important nodes (subgraph centrality) and
comparing graphs of different size using the density of eigenvalues (spectrogram).

With this technology we can compute analytics, e.g. important nodes on the European street network, in
the order of minutes.

Figure 1: Left: schematic view of the European street network. Right: overlay some of the most central nodes.
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Searching for graph similarities: are these graphs similar?

In fact they are exactly the same. The spectrogram (i.e., the histogram shown below the graphs) is
defined as the density of eigenvalues of the adjacency matrix of the graph in a certain unit of space:
it fosters convenient interpretation and allows the human observer to immediately recognize similarities.
In essence, the spectrogram provides a fingerprint (a one-dimensional vector) of a graph, that enables
further analytics. For example using simple vector correlation functions we can compare graphs. More
importantly, the spectrogram allows us to compare graphs of different size using the same number of bins.

Figure 3: We can compare the spectrograms (all with 50 bins) of similar graps of different size.

Unfortunately it is very expensive to look deep in to the interior of the spectrum.
In order to approximate the spectrogram without computing all the eigenvalues (with O(N 3) cost), we
devise the followign procedure:

1. scale and shif the matrix to move the spectrum to the range [−1, 1] and divide the range into b bins

2. estimate the number of eigenvalues below a certain value using Chebyshev–Jackson polynomials [4]

3. approximate the diagonal of a matrix function [1] using s probe vectors:

[
s∑
i=1

(vi � (F (A)vi))

]
�

[
s∑
i=1

(vi � vi)

]
where s� n, while � and � denote point-wise matrix multiplication and division, respectively.

Figure 4: Partitioning the spectrum in b bins and estimating the number of eigenvalues below bin µi using Chebyshev-Jackson polynomials and trace
estimation.

The near linear complexity is obtained putting together the following contributions

• any operation associated with the (sparse) adjacency matrix A has a costs O(nnz (A)) ≈ O(N)

• matrix vector products for Chebyshev-Jackson polynomials of degree M cost O(M) matrix vector
products,

• using b bins and s probe vectors (in the trace estimator) contributes as O(bs) matrix vector products.

With this the total cost is O(bsMnnz (A)) ≈ O(dN), where d� N for big N (i.e., order of millions).

Identifying important nodes through matrix functions

As described by Estrada and Higham [2] several interesting network properties can be computed with
matrix functions. This is advantageous in connection with the diagonal estimator that can benefit from
matrix function formulations. We will focus on two different definitions of subgraph node centrality:

Ce = diag eA

Cr = diag (A− zI)−1, for a certain scalar z,

The subgraph centrality measure was originally introduced by Estrada [3] (similar to PageRank, but
subgraph centrality takes into account the full spectrum instead of only the largest eigenvalue). In essence,
it counts the weighted number of closed walks starting and ending at the same node. Intuitively, the
subgraph centrality determines a node to be central, if many cycles pass through the node (see Figure 5).

Figure 5: Here, three cycles (with red, orange, and blue colors) pass through the purple colored node.

One way to compute this is to accumulate all paths of all lengths by A + A2 + A3 + ..., where A is the
adjacency matrix. If Ak is penalized by a weighting factor k! (to prevent divergence, and expressing that
long walks are less important) the subgraph centrality becomes Ce. In [2] the authors show that this can
be expressed as a Maclaurin series and for different weighting schemes we get different centrality measures
(e.g. for 1

zk we get the resolvent formulation Cr).

Computing Ce and Cr is expensive.
Fortunately we only have to express Ce and Cr as a matrix function that approximates the result of
applying a probe vector using the diagonal estimator.

F (A) = eA

For approximating F (A) = eA times a vector we can compute m � N iterations of Lanczos (with
re-orthognonalization): Am = V T

mDmVm → eAm = V T
me

DmVm at cost O(m2nnz (A)) and O(m3) for
computing the exponential.

F (A) = (A− zI)−1

For F (A) = (A − zI)−1 we profit from the shift invariance property of Krylov methods: the Krylov
basis for the shifted matrix A − zI is the same for the original matrix A. Again we use Lanczos to
compute a decomposition for A once at cost O(m2nnz (A)). Subsequently, we reuse Qm to solve for
many different shifts z by solving (exactly) a much smaller (and tridiagonal) system (Tm − zI)ym = e1
and then computing Qmym at linear cost O(m).

In both cases applying the diagonal estimator costO(snnz (A)) so the total cost is O(sm2nnz (A)+m3).

Validation

Left panel: For validation we compute the spectrogram (b = 50) of the laser.mtx matrix (3002 x 3002
and 9000 non-zeros) provided by the UFlorida sparse matrix collection.
Right panel: Comparing subgraph centrality values (red squares) with NetworkX blue(dots) of Wayne
Zachary’s Karate club network (34 nodes, 156 edges) in the middle and the Erdős collaboration network
4 from the Pajek group (485 nodes, 2762 edges) on the right. The accuracy is in the order of 10−3.

Multi-level parallelization

The algorithms expose multiple levels of parallelism that can be exploited.

Figure 7: Levels of parallelism (a) “standard” approach and (b) independent application of probe vectors in parallel.

• First a “classical” matrix vector product can be used on the distributed adjacency matrix of the graph
as depicted on the left.

• We can distributed bins for the spectrogram (independent) computations.

• The local matrix vector products can be accelerated using threads or GPUs.

• From an algorithmic perspective we can independently apply multiple probe vectors. For this to work
the matrix is distributed in a redundant fashion. This is visualized in the right pane in Figure 7.

This allows us to determine the parameters for a maximal scaling of the parallel matrix
vector product and then split the computation in groups applying probe vectors in parallel.

Scalability the framework

We experiment our parallel framework through the computation of subgraph centrality and spectrogram of
European street network (consisting of around 51 million nodes and 108 million edges) on BlueGene/QTM.

Figure 8: Scalability of our framework when (a) subgraph centrality and (b) spectrogram of European street network have been computed.

Conclusions

Large scale graph analytics is fast becoming an indispensable tool in the hands of researchers and practi-
tioners. We designed and implemented graph analytics algorithms that foster high scalability on multiple
levels providing close to linear cost.
Finally, we demonstrated that calculating subgraph node centralities and fingerprints of graphs with millions
of nodes is now possible in a few minutes instead of days or months.
Due to the iterative behavior of the methods, a very good estimate can be computed in a matter of seconds
and subsequently be refined. Both analytics have an immediate impact on visualizing and exploring large
graphs arising in many fields.


