
Toward Effective Detection of Silent Data Corruptions for HPC Applications

Abstract
Because of the large number of components, future extreme-scale systems 
are expected to suffer a lot of silent data corruptions. Changes caused by 
silent errors flipping low-order bit positions are very small, making them 
difficult to detect by software. In this work, we convert the detection problem 
to a one-step look-ahead prediction issue and explore the most effective 
prediction methods for different HPC applications. We exploit the Auto 
Regressive (AR) model, Auto Regressive Moving Average (ARMA) Model, 
Linear Curve Fitting (LCF), and Quadratic Curve Fitting (QCF). We evaluate 
them using real HPC application traces. Experiments show that the error 
feed-back control plays an important role in improving detection. AR and 
QCF perform the best among all evaluated methods, where F-measure can 
be kept around 80% for silent bit-flip errors occurring around the bit position 
20 for double-precision data or around bit 8 for single-precision data.
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We have implemented the SDC detector in FTI toolkit, based on which we 
evaluate the overhead for Nek5k (vortex) on the FUSION cluster [6]. 
Experiments show that the extra computation cost with our detector is less 
than 3%, and extra memory size induced is less than 10%. Note that the 
extra memory sizes induced w.r.t. the protected variables are actually 4X 
or more since the detector needs to save all data in the evidence window 
as well as prediction errors. The reason why total memory cost is only 
10% is that there are more variables which are not observed explicitly by 
our detector. When bit-flip errors occur in any positions of the memory, the 
variables we protected will always change, according to the developers. 
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Figure 1. One-Step Look-Ahead Prediction Model for SDC detection

Figure 2. Detect Anomalies Based on Normal Value Range

In this work, we study several light-weight prediction methods and explore 
the one with the highest SDC detection capabilities.
1. Auto-Regressive (AR) method: The classic AR method works as 

shown in Formula (2), where X(t), p, and εt refer to the predicted value, 
the order, and the white noise at time point t, respectively.

We optimize the AR coefficients by Yule-Walker equations [2,3]. In our 
implementation, p is set to 3 for controlling memory cost; the training 
period is set to the first 10 observed data points in the time-series. We 
find that this can already obtain a satisfied detection effect.

2. Auto-Regressive Moving Average (ARMA): ARMA performs the 
prediction not only based on the latest p observed data values but also 
based on q observed white-noise errors in prediction, as shown in 
Formula (3). In the context of HPC application data, we use the 
prediction errors observed in the evidence window to substitute white-
noise errors in the formula. 

3. Linear Curve Fitting (LCF): LCF assumes that the consecutive data 
values in the time series approximately follow a linear curve. Hence, 
the predicted value can be computed by Formula (4).

4. Quadratic Curve Fitting (QCF): QCF assumes that the consecutive 
data values follow an approximately quadratic curve. Hence, the 
predicted value for step t could be computed using Formula (5), where 
coefficients a, b, and c are three coefficients, which can be computed 
based on the latest three observed data at t-3, t-2, and t-1.

Figure 3. Illustration of LCF and QCF prediction methods
In our evaluation, we test the basic prediction methods listed above, as well 
as the ones with error-feedback control. When combining with error-
feedback control, the final prediction (denoted by X(1)(t) or X(2)(t)) takes into 
account either previous prediction errors or double degree of prediction 
errors, as shown in Formula (6) and Formula (7) respectively, where      
Δ(t-1)=X(t-1)-V (t-1), and Δ2(t-1)=X(1)(t-1)-V (t-1).

Figure 4. Cumulative Distribution Function (CDF) of Prediction Errors
(a) Nek5000 (double-precision)             (b) HACC (single-precision)
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Figure 5. CDF of Auto Correlation Coefficient of Prediction Errors
(a) Nek5k (double-precision)                (b) HACC (single-precision)
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Figure 6. SDC Detection Results at Different Bit-Flip Positions (Nek5000)

Figure 7. SDC Detection Results at Different Bit-flip Positions (HACC)

• Understand how to optimize the weight coefficient λ used in 
determining the delta (range) for the next-step value of the data. 
• Compare our solutions to related works [7,8,9,10].

Detection Overhead
We evaluate the prediction methods, based on two HPC application traces 
(Nek5000 [4] and HACC [5]) generated on Argonne’s FUSION cluster [6]. 
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In extreme-scale HPC environments, scientific simulations will run on a 
million cores or more. At such scales, HPC environments become more 
fragile, and fault tolerance is essential for protecting HPC executions.
One of the most complex challenges in extreme-scale HPC environments 
will be the detection of data corruptions that would be missed at the 
hardware level. This is generally called silent data corruption (SDC). A 
typical example is bit-flip errors striking the data stored in memory because 
of unexpected or uncontrolled factors such as alpha particles from package 
decay or cosmic rays. Recent studies show that with ECC/chipkill
technology [1], the rate of uncorrectable memory errors could be reduced to 
2.71x10-5%. However, not all hardware components can be protected that 
effectively. For instance, CPU caches cannot use ECC due to its high cost, 
leaving parity check the only effective method available. Parity check, 
however, cannot detect multiple bit flips in the same word. Moreover, most 
hardware registers have no error detection systems at all, because all such 
technologies introduce prohibitive overheads.
The goal of our work is to develop very efficient and effective techniques for 
detecting SDC at the application level. We convert the SDC detection 
problem to a one-step look-ahead prediction issue. That is, at any time step 
during the execution, our SDC detector tries to predict the next-step value 
for any particular data point, based on recent history. We propose some 
novel and light-weight prediction methods and evaluate their detection 
effect based on real HPC application traces. The proposed prediction 
methods are based on different degrees of error-feedback control. The key 
prediction models include, the Auto Regressive (AR) model, Auto 
Regressive Moving Average (ARMA) model, and Linear/Quadratic Curve 
Fitting Model. We want to answer the following questions.
• How accurate can we predict the next-step data value for HPC 
applications?  
• Which method works most effectively regarding prediction/detection?  
• How much does the error feedback control impact the prediction/detection 
accuracy for different methods?

We formulate Silent Data Corruption detection as a time-series prediction 
problem. HPC applications usually operate iteratively over a data set, such 
as a multi-dimensional array, changing its values over time. For a particular 
point in a data set, its changing values could be considered a time series, 
making it possible to detect the occurring silent data errors during the 
execution by dynamically predicting the next-step data value based on the 
most recent historical values. As shown in Figure 1, the detector, at each 
iterative time-step, dynamically predicts the possible range for the next-step 
data value. The detector will consider a value an outlier if it falls outside this 
range. The next-step data range is determined by the predicted data point 
and the estimated surrounding delta value.
A high-quality detection method should
• have a high ability to detect SDC errors precisely/comprehensively and
• suffer from low overhead on memory and computation. 
On one hand, the window size needs to be limited strictly in order to control 
the extra memory size induced. On the other hand, the computation cost of 
the prediction needs to be as small as possible. 
In this work, we focus on how to predict the next-step expected value for a 
particular point based on a set of time-series data points, as shown in 
Figure 2. The next-step delta value (denoted by Δ) is always set based on 
Formula (1), where X(i) and V(i) are referred to as the predicted value and 
true data value observed at time i respectively. In Formula (1), κ refers to 
the evidence window size and λ(>0) is a weight coefficient that allows us 
to tune a tradeoff between precision and recall. The data value at time t will 
be valid if and only if the observed V (t) is located in [X(t)–Δ,X(t)+Δ], or 
invalid otherwise.
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