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I. INTRODUCTION

Iterative Stencil Computations (ISC) appear in wide variety
of scientific applications, partial differential equation (PDE)
solvers being the most important one. In iterative stencil
computations, each point in a multi-dimensional spatial grid is
updated using weighted contributions from its neighbor points,
defined by the stencil operator. The stencil operator specifies
the relative coordinates of the contributing points and their
weights. The weights can be constant or variable with some
or no symmetry around the updated point. Depending on the
discretization order, the radius of the stencil operator may
also vary. The grid update operation over the spatial domain
(“sweep”) is usually repeated many times (time steps) until
some convergence criterion is met.

ISCs usually consume a large percentage of the appli-
cation’s run time, and their performance is often memory-
bound for realistic grid sizes. Because of its importance in
scientific applications, ISC has been well studied with respect
to spatial and temporal blocking optimization techniques.
Our work builds on a technique introduced by Strzodka et
al. [1], a multi-dimensional tiling algorithm called Cache
Accurate Time Skewing (CATS). We are interested in the
CATS2 variant (where “2” stands for diamond tiling in one
dimension plus wavefront in another dimension). It is suitable
for three-dimensional problems and its diamond tiling enables
straightforward distributed-memory parallelization. The space-
time tile has the shape of an extruded diamond, as shown
in Fig. 8. The wavefront traversal is performed along the z
dimension and the diamond tiling is performed across the y
dimension. The x dimension (which is represented by single
point in the figure) is left intact to have more contiguous
memory accesses for efficient hardware data prefetching and
reduced TLB misses.

The CATS2 algorithm efficiently utilizes the performance
of multi-core processors with minimal synchronization among
the threads and efficient data reuse in the cache memory.

II. APPROACH: MULTI-CORE WAVEFRONT DIAMOND
BLOCKING

We propose an approach that reduces the cache size and
memory bandwidth requirements and increases concurrency
compared to CATS. We use the multi-threaded wavefront
temporal blocking proposed by Wellein et al. [2] in place of the
single-thread wavefront in CATS, as shown in Fig. 9. We call
our approach “Multi-threaded Wavefront Diamond blocking”
(MWD). CATS2 is a special case with 1-thread Wavefront
Diamond blocking (1WD). The multi-threaded wavefront uti-
lizes the threads’ shared caches, where the wavefront update
is pipelined across the threads.

Threads are assigned to the extruded diamonds in groups
(“thread groups”), similar to [2]. Multiple thread groups can
run concurrently, updating different diamond tiles and observ-
ing inter-diamond dependencies. Diamond tiles are dynami-
cally scheduled to the available threads. A FIFO queue keeps
track of the available diamond tiles for updating. Threads pop
tiles from this queue to update them. When a thread completes
a tile update, it pushes to the queue its dependent diamond
tile, if that has no other dependencies. The queue update is
performed in an OpenMP critical region to avoid race condi-
tions. Since the queue updates are performed infrequently, the
lock overhead is negligible.

Compared to CATS2, MWD has the advantage of control-
lable cache sharing among the threads. When multiple threads
update an extruded diamond together, they share the memory
bandwidth and the cache memory block, reducing the pressure
on these resources. Moreover, less concurrency is required
in the diamonds dimension, since additional concurrency is
introduced in the wavefront dimension. This allows running
smaller domain sizes while still having sufficient concurrency
in the diamonds dimension.

Auto tuning is used in this work to select the diamond
tile size and the number of frontlines updates that achieves
the best performance. The parameter search space is narrowed



down to diamond tiles that fit within a predefined cache size
range. The cache block size is computed based on diamond
size, number of multi-wavefront updates, grid size, and stencil
type. Several constraints are considered in selecting the test
points, for example, having sufficient concurrency and integer
number of diamond tiles in each row of diamond tiles.

Distributed-memory parallelization is performed with di-
amond tiling as shown in Fig. 10: domain decomposition
is done along the middle dimension only. User-defined MPI
strided datatypes are inefficient in our multi-threaded imple-
mentation, since data packing/unpacking is single-threaded in
MPI implementations, and thus causes considerable overhead.
We employ explicit multi-threaded packing/unpacking of the
halo data to resolve this issue.

Diamond tiling uses relaxed MPI messages synchroniza-
tion, where it allows maximum stencil updates in space-time
before exchanging boundaries with neighbors. It also overlaps
computations with communication, where one thread group
blocks for communication when needed, while others can
perform stencil updates.

III. RESULTS

We present results of three “corner case” stencil operators
in 3D: 7-point constant-coefficient, 7-point variable-coefficient
with no symmetry (streams from seven coefficient arrays), and
25-point variable-coefficient anisotropic stencil with symmetry
across each axis (streams from 13 coefficient arrays). On a
10-core Intel Ivy Bridge socket, four thread group sizes are
investigated: 1WD, 2WD, 5WD, and 10WD.

As shown exemplarily in Fig. 11 for the seven-point
stencils, the computational intensity of the temporally blocked
variants follows closely the theoretical model; the savings in
memory transfers are thus optimal.

A. 7-point constant-coefficient stencil thread scaling results

All MWD variants decouple from the main memory at the
7-point constant-coefficient stencil, saving between 34% and
66% of the memory bandwidth. In addition to the performance
improvement, about two thirds of energy savings is achieved
compared to spatial blocking. A smaller number of thread
groups (by using larger thread group sizes) reduces the utilized
memory bandwidth, since larger diamond tiles can fit in the
cache to have more data reuse. For example, diamond tiles with
a width of Dw = 12 and 24 at 1WD and 10WD, respectively,
are the largest tiles that fit properly in the L3 cache of the Intel
Ivy Bridge processor.

Among the MWD variants, 1WD achieves the best perfor-
mance, as it has a serial wavefront update with no OpenMP
pragmas. 10WD on the other hand requires frequent synchro-
nization among ten threads, which results in losing about 10%
performance compared to 1WD. However, this case shows an
interesting energy/performance tradeoff: Compared to 1WD,
10WD saves 13% of power, and is slightly more energy
efficient when considering aggregate DRAM and processor
power, although 1WD has shorter time to solution. Although
1WD and 10WD have similar CPU energy consumption,
10WD is 1.2 times more energy efficient in the DRAM usage.

B. 25-point variable-coefficient stencil thread scaling results

The 25-point variable-coefficient stencil has high memory
bandwidth demand due to its low computational intensity. As
shown in Fig. 6, memory bandwidth saturates at 8 cores when
using spatial blocking, 1WD, and 2WD. On the other hand,
5WD and 10WD scales well up to ten threads, while still
saving memory bandwidth.

C. 7-point variable-coefficient stencil distributed-memory
strong scaling results

One Intel Ivy Bridge socket is used per MPI process in the
distributed-memory results. The performance graph shows that
the MWD implementation scales well up to 16 processes. The
large surface-to-volume ratio of the subdomains at 24 and 32
processes inevitably results in large communication overhead
and scaling breaks down.

1WD does not work beyond 16 processes because smaller
subdomains in the y direction cannot provide sufficient con-
currency to run all the available threads (“concurrency con-
dition”). To run 1WD at 24 MPI processes the minimum
subdomain size would be 4 [min. diamond width] · 10
[threads/process] · 24 [processes] = 960 grid points on the
y axis. Other MWD algorithms have more relaxed concur-
rency requirements in the diamond-tiling dimension, as another
dimension of concurrency is introduced at the wavefront
blocking direction.

Timing routines are used in the code to profile the major
parts. The run time is mainly spent in performing stencil
updates (“Compute”), communicating the halo data across
MPI processes (“Communicate”), and thread groups idle time
when the task queue is empty in the MWD implementations
(“Idle”). The timings of different thread groups may vary as
they perform their tasks independently from each other. Error
bars are used in the Figure (where appropriate) to show the
standard deviation of the thread groups’ run time for each
component.

IV. CONCLUSION

We have combined diamond tiling and multicore-aware
wavefront temporal blocking to achieve large reductions in
cache block sizes and memory bandwidth requirements for
multi-threaded stencil updates on modern multicore processors
with a shared outer-level cache. This multicore wavefront dia-
mond (MWD) approach allows for a controllable tradeoff be-
tween cache and memory bandwidth sharing and the frequency
of synchronization among the threads. In our distributed-
memory implementation we use a relaxed synchronization
scheme between processes and explicit communication hiding
to reduce overhead.
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