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Abstract—As data sizes for scientific computations grow larger, more of these types of computations are bottlenecked by disk 

input and output, rather than processing speed. Monitoring reads and writes, therefore, has become an important component of 

distributed computing clusters. Our team investigated several different possibilities for monitoring I/O on a Hadoop cluster, 

including the Splunk app for HadoopOps, Ganglia, and log file output. Each of these three methods were evaluated for 

compatibility, ease of use, and display. Surprisingly, despite the fact that Splunk HadoopOps is made specifically for Hadoop 

clusters, other monitoring programs and techniques still proved to be useful. Using our monitoring tools, we were also able to 

observe input and output behavior over different cluster architectures. 
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I. Introduction  

Monitoring clusters is an essential part of data and resource management, and it is important to be able to visualize the 
efficiency of a cluster's performance. Recently, scientific data has grown in size and specificity, requiring machines which are able 
to handle large amounts of data. Scientific calculations have relied on high-performance computing cluster in order to process their 
data in the past, but with their larger data sets, clusters which are closer to “big data” machines are required. We are slowly moving 
towards hybrid clusters which stand between HPC and big data. Like any large cluster, these new machines need monitoring 
software, and in particular for the big data aspect of computing, the input and output from the disks in the clusters needs to be 
visualized. 

II. Splunk Hadoop ops 

A. What is Splunk? 

Splunk provides a framework for building and downloading applications for different monitoring needs. For example, with 
Splunk a user may monitor the temperature of each node in a cluster with one app, and by switching to a different app within 
Splunk she may also visualize the cluster's workload over time. 

B. What is Hadoop Ops? 

The “Splunk App for HadoopOps” is an application that is run by Splunk which attempts to help a user visualize the operations 
that are carried out over time in a Hadoop cluster. Our goal was to investigate the feasibility of using Hadoop Ops to monitor the 
input and output operations on a diskless Hadoop cluster at Los Alamos National Laboratory. 

 

C. Outcomes with Hadoop Ops 

 After investigating using the Splunk App for HadoopOps to monitor the I/O on a cluster running Hadoop 2, we found that this 
Splunk application is not well-suited for YARN (Yet Another Resource Negotiator), or MapReduce v2, which enable Hadoop 
clusters to run their big data jobs. Either Hadoop Ops must be updated to comply with these new aspects of Hadoop, or a new 
application must be built in Splunk in order to monitor Hadoop 2 clusters. 

III. Monitoring I/O 

There are other ways to track the input and output on each node in a Hadoop 2 cluster. Iostat is an extremely useful command to 
gather I/O data. 
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A. Iostat 

On a linux command-line interface, the iostat command returns raw I/O data. The default output is an average of the system's 
I/O load since the machine was started, or since iostat was last run. We employed iostat -k, which takes the input and output 
statistics from the moment the command was run. 

• Made a script using iostat -k which recorded the raw data in a CSV file. 

• Graphed data in CSV files in order to visualized I/O on each node. 

B. Ganglia 

 An easy way to monitor any sort of machine activity is to use Ganglia, which provides an easy way to feed information 
into a web interface, which displays statistics over time. 

• Used a script to gather data from iostat -k and fed the data into Ganglia. 

• Displays information well, easy to set up. 

• Unlike Splunk, can only display data in line graph format. 

 

IV. What I/O Looks Like with Big Data 

 
 In the past, most of the limiting factors in fast performance for big data clusters have been caused by the speed of the 
processors. When big data moves closer to high-performance computing, however, the bottleneck in data processing exists in the 
reads and writes to the disk. 

 When we examined the iostat CSV files from our data-heavy benchmarks (teragen, terasort, bonnie++), we found that the disks 
were pushed to their maximum read/write speeds for almost the entire time that our benchmarks ran. This proves shows that the 
limiting factor in getting faster performance is not because of the processors or the connection speed between nodes. The limiting 
factor for speed was in disk I/O. 

 

V. Conclusion and Further Work 

 

 Monitoring I/O is an extremely important part of managing any kind of system. As we begin to need more hybrids 

between big data and high-performance computing clusters, disk reads and writes could soon become the most common limiting 

factor in speed. A good monitoring solution will help system administrators ensure that they are getting optimal performance out 

of their clusters. 

 If we were to continue this project further, we would build an app in Splunk which would help us visualize I/O for 

Hadoop clusters that are running the newest versions of MapReduce/YARN. 
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