
Scalable Asynchronous Contact Mechanics
with Charm++

Xiang Ni∗, Laxmikant V. Kale (advisor)∗ and Rasmus Tamstorf (advisor)†

∗Department of Computer Science, University of Illinois at Urbana-Champaign
†Walt Disney Animation Studios

E-mail: xiangni2@illinois.edu, kale@illinois.edu, rasmus.tamstorf@disneyanimation.com

I. INTRODUCTION

Asynchronous contact mechanics (ACM) [1] is a reliable
method to simulate flexible materials subject to complex
collisions and contact geometries. It guarantees that no colli-
sions are ever missed while retaining conservation of physical
invariants. It achieves this by introducing a conceptually infi-
nite sequence of nested penalty layers for collision response.
Furthermore, by using asynchronous integration it localizes the
computational efforts to the region(s) where it is needed.

The overall flow of the ACM algorithm is based on opti-
mistic speculative execution and proceeds by first simulating
without attempting to find or resolve collisions. After some
time (a collision window), collision detection is performed. If
any collisions are detected, the simulation is rolled back to the
beginning of the collision window and a new set of penalty
layers are activated. Otherwise the simulation proceeds to the
next collision window.

The ACM algorithm has previously been parallelized on
shared memory machines using Intel’s Threading Bluiding
Blocks (TBB), [2]. The performance of this implementation
shows poor scaling beyond 10-15 cores.

We present a scalable parallel implementation of the ACM
algorithm on distributed memory clusters using Charm++ [3],
a parallel runtime system. We show good scaling of our
implementation with four challenging examples on a Cray
XC30.

II. PARALLELIZATION CHALLENGES

The parallelization of ACM presents three major chal-
lenges :

• Highly irregular communication pattern. The contact
regions are unpredictable and keep changing as the sim-
ulation progresses. Hence, message receivers have no
information about the message senders until the message
is received. The dynamic message pattern fits naturally
with the message-driven parallel model of Charm++.

• Dynamic load balancing. When contact occurs, the
corresponding collision response leads to more work in
the region where the contact is occuring. The adaptive
runtime system in Charm++ is ideally suited to address
this problem.

• Very fine grained computation. The average computa-
tion grain size is 10 to 100 microseconds. The automated
scheduling of the computation object in Charm++ helps

us execute them more efficiently and overlap the compu-
tation and communication.

III. APPROACH

A. Collision Detection

We perform collision detection in two phases.

Broad Phase collision detection is conducted at two levels.
Locally inside each partition, a 26-DOP hierarchy is used
to detect potential collisions [2]. Globally among all the
partitions, a voxel-based parallel collision detection library in
Charm++ is used. Both methods aim to quickly eliminate non-
colliding collision pairs and return the remainder as potentially
colliding pairs.

Narrow Phase is needed to filter potential collision pairs after
the broad phase, since there are many false positives due to
the conservative nature of bounding volumes. To parallelize
this phase, the potential collision pairs are distributed evenly
among the processors. However, computation is not evenly
distributed because the time spent on each potential collision
pair depends on the history length of the vertices in the
collision pair (shown in poster). To solve this problem, we
profile the time spent on each potential collision pair during
each narrow phase. Since the number of penalty layers changes
slowly we use the information from the previous narrow phase
to predict the cost in the current narrow phase, and distribute
the expected load evenly among the processors.

However, we now observe communication imbalance be-
cause a few processors may hold the trajectory information
needed by the others. To overcome it, each physical node is
considered as an execution unit instead of a processor. When
a node receives a work request message, any processor on that
node that is free processes it. Meanwhile, we make sure that
the priority of the data request message is higher than work
request. Hence, processors with less communication naturally
offloads the work from the processors with more communica-
tion. This is further enhanced by the implementation of node-
level software data cache containing pointers to the trajectory
information for all the processors on that node. This balances
the communication requests among the processors that belong
to the same node: when a data request is received, whichever
processor first becomes available can now process it, since it
can always look up the data pointer in the cache for a correct
reply.



B. Collision Response
The uneven distribution of collision regions leads to an

imbalance in the penalty force calculation required to avoid
collisions. As shown in the timeline for 15 processors on the
same node (in the poster), the length of the penalty force
calculation (purple parts) is different among the processors.
We therefore decompose the penalty force calculation into
small pieces and distribute the work from the heavily loaded
processors to the less loaded processors. The effectiveness of
this optimization can be seen in the second graph: purple parts
are more evenly distributed. However, since some less loaded
processors have already started the long material force calcula-
tion when the heavily loaded ones begin to distribute the work,
they cannot be involved in the penalty work redistribution.
Therefore, we add a node-level phase barrier before the start
of the long material force calculation so that the less loaded
processors are able to help heavily loaded ones with penalty
force calculations.

IV. RESULTS

We used four examples from Ainsley et al [2] to evaluate
the performance of the Charm++ version of ACM. The exper-
iments are conducted on Edison and Brickland. Edison is a
Cray XC30 supercomputer at NERSC. Each node of Edison
contains two sockets. Each socket is populated with a 12-core
Intel ”Ivy Bridge” processor E5-2695@2.4GHz. Brickland is
a 4 socket system with Intel E7-4890@2.8 GHz (15 core Ivy
Bridge) processors and a total of 60 cores. We also re-ran the
TBB version of ACM on Brickland.

The twister is the biggest example with almost 100, 000
vertices. The TBB version stops showing good scaling after
30 cores. Due to the good scaling of the Charm++ version it
is faster than TBB version by 2× on the same core count (48
cores). The Charm++ version further scales up to at least 384
cores, which reduces the total compute time for 3 seconds
of simulated time from more than 7 hours to 40 minutes.
A similar trend can be observed for the other three smaller
examples: two cloths draped, reef knot and bowline knot.

REFERENCES

[1] D. Harmon, E. Vouga, B. Smith, R. Tamstorf, and E. Grinspun, “Asyn-
chronous Contact Mechanics,” in ACM Transactions on Graphics (TOG),
vol. 28, no. 3. ACM, 2009, p. 87.

[2] S. Ainsley, E. Vouga, E. Grinspun, and R. Tamstorf, “Speculative Paral-
lel Asynchronous Contact Mechanics,” ACM Transactions on Graphics
(TOG), vol. 31, no. 6, p. 151, 2012.

[3] B. Acun, A. Gupta, N. Jain, A. Langer, H. Menon, E. Mikida, X. Ni,
M. Robson, Y. Sun, E. Totoni, L. Wesolowski, and L. Kale, “Parallel
Programming with Migratable Objects: Charm++ in Practice,” in Pro-
ceedings of the International Conference on High Performance Comput-
ing, Networking, Storage and Analysis, ser. SC ’14. New York, NY,
USA: ACM, 2014.


