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I. INTRODUCTION

Some scientific applications running on machines like
the Edison supercomputer at NERSC can suffer from high
variability in execution time from one job to another. This leads
to difficulties in debugging and optimization. Moreover, high
variability means less accurate requests for job allocations. Su-
percomputers with high performance variability end up being
more complicated to use for the end users and less efficient for
the supercomputing facility. The objective of this research is to
characterize the application run-time performance and identify
the root cause of the variability on machines with the Aries
network.

II. EXPERIMENT SETUP

Two applications, MILC and AMG, were chosen as bench-
marks for this project. They were run on Edison once per day
in the regular job queue at three allocation sizes: 256, 384, and
512 nodes. To avoid interference from OS noise, the first and
last core of each socket was not used (hence only 16 of the 24
cores per node were used). The following data was collected
for each run:

1) Program execution time: The time that the application
took to run. AMG and MILC also report a breakdown
of the run-time into the initialization time and the
computation time.

2) The state of the machine: This gives us the current
jobs (if any) running on every node of the system.
From this list, we can derive the set of nodes in
logical coordinates for every job name and user.

3) MPI Profiler (mpiP) report: The report gives us both
individual and aggregated data for every MPI call
made by the application.

4) Hardware counter values: These counters report the
amount of data (number of packets and flits) incom-
ing through each of the 40 network tiles on the routers
of the nodes that were allocated to the job.

Determining metrics that simultaneously “describe” an
allocation and the interference due to other jobs in the system
and also correlate with application performance is challenging.
Some of the metrics we tested are listed below:

1) The number of unique groups spanned by an allo-
cation. In previous interconnects, tighter allocations
with more contiguity tended to perform better. This

metric reflects how much spread an allocation has on
the system.

2) The standard deviation of number of nodes per group.
This is similar to the previous metric, but looks at
how evenly spread an allocation is among groups.

3) Number of nodes sharing a router with other jobs. As
there are four nodes per router, it is possible that our
nodes are sharing a router with another application
that is communication intensive.

4) Average amount of data incoming through all network
tiles of every router connected to nodes owned by our
application. Since the data exchanged between virtual
neighbors in MILC and AMG are structured and fixed
over runs, the metric can give us a measure of how
much data was routed by other jobs through our job’s
routers.

5) Maximum stall to load ratio for a single tile on a
router allocated to our application. This metric looks
at the port with the highest ratio of stalls to incoming
traffic as it may likely be the bottleneck.

6) Standard deviation of the MPI Allreduce routinue
between cores. This is the amount of deviation hap-
pening for MPI Allreduce. A high deviation would
indicate some cores got to the MPI call a lot sooner
than others within a single timestep, which may
reflect into a slowdown in performance.

III. RESULTS AND ANALYSIS

Fig. 1. This job in black ran in 322 seconds

Our best case, shown in figure 1, and our worst case, shown
in figure 2, for 384 nodes show more than 250% difference.



Fig. 2. This job in black ran in 857 seconds

Over the course of three months, we collected information
from 165 runs. The coefficient of variance is 43%, suggesting
an approximate 43% variation in job run-time.

As expected, as application run-time increases, commu-
nication time increases and computation time stays fairly
constant. For MILC, the MPI Wait and MPI Allreduce calls
take longer.

None of our metrics correlated particularly well. Node
placement metrics give almost no correlation, suggesting that
the location of nodes allocated do not impact performance.

Fig. 3. Average MPI Allreduce time (ms)

Looking at the MPI metrics, there is very good fit
(MPI Allreduce shown in figure 3 and the slope of the best
fit line decreases as allocation size increases. This suggests
that as allocation size increase MPI Allreduce and MPI Wait
suffers. Moreover, the standard deviation figures show that
for 512 node applications, a slight increase in deivation of
MPI Allreduce or MPI Wait time will result in a large increase
in application run-time.

Figure 4 shows the percentage improvement that minimal
routing provides over dynamic routing (the default). We have
observed 75% of our jobs benefiting a 6% or more improve-
ment in run-time.

Fig. 4. Time difference of minimal and dynamic routing

IV. WORK IN PROGRESS

We would like to reserve an entire group or two to do
more controlled expirements and to establish a base case. We
would also like to look into repeating this expirement with
other applications with different communication patterns.

V. CONCLUSION

The initial data we have collected confirm that there is
variation in job performance on Edison though it is not yet
clear why. More data for stronger statistical confidence and
better metrics are needed to find the root cause of the variation.
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