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Abstract—This work investigates collective communication
algorithms on a shared memory system, and develops the
universal hierarchical algorithm. This algorithm can pair arbi-
trary hierarchy unaware inter-node communication algorithms
with shared memory intra-node communication. In addition
to flexible inter-node communication, this algorithm works
with all collectives, including those incompatible with past
works, like alltoallv. The universal algorithm shows impressive
performance results, improving upon the MPICH algorithms
as well as the Cray MPT algorithms. Speedups average 15x
- 30x for most collectives with improved scalability up to 64k
cores.

The second part of this work creates new hierarchical
collective algorithms designed to tolerate process imbalance.
The process imbalance of benchmarks is thoroughly evaluated,
and is used to design collective algorithms that minimize the
synchronization delay observed by early arriving processes.
Preliminary results for a reduction show speed-ups reaching
80x over a binomial tree algorithm in the presence of high, but
not unreasonable, imbalance.

I. INTRODUCTION

For systems running MPI, optimizing collective communi-
cations is an important consideration for maximizing system
performance moving into the exascale era [1]. Collective
communications involve all processes in a system, and have
been show to suffer from scalability problems [2].

As the use of multicore processors in clusters has become
standard, research has looked at improving MPI performance
for these hierarchical architectures. Algorithms have been
developed that utilize shared memory to optimize several
collectives [3], [4], [5]. These algorithms reduce latency, but
Zhu et al. demonstrate that the ideal speedup is limited by the
inter-node communication portion of the algorithm [6]. This
work improves upon past works in two fundamental ways
with the universal hierarchical algorithm. This algorithm
uncouples the inter and intra-node communication, to allow
the use of arbitrary hierarchy unaware algorithms. Allowing
highly optimized network specific algorithms for the inter-
node communication, is essential to maximize the ideal
speedup. Additionally this algorithm is designed to work
for all collectives, including those without a globally known
communication pattern, like alltoallv.

The second part of this work optimizes hierarchical
algorithms in the presence of imbalanced process arrival
times. Faraj et al. demonstrated that distributed memory
systems suffer from large process imbalance, relative to
collective latency, even with balanced applications [7]. This
imbalance creates large synchronization delays for collective

1: function
2: if (UnknownGlobalPattern) then
3: EXCHANGECNTDATA(SharedCnts, *Cnts)
4: BARRIER(Intra Node Communicator)
5: COPYIN(SharedBuff, PrivateBuff, SharedCnts)
6: SETUPINTER(InterCnts, SharedCnts)
7: else
8: COPYIN(SharedBuff, PrivateBuff, *Cnts)
9: SETUPINTER(InterCnts, *Cnts)

10: end if
11: BARRIER(Intra Node Communicator)
12: if (rank == Leader) then
13: MPI COLL.(SharedBuff, *InterCnts, Leader Comm)
14: end if
15: BARRIER(Intra Node Communicator)
16: COPYOUT(PrivateBuff, SharedBuff, *Cnts)
17: end function

Figure 1: Universal Hierarchical Algorithm, outputs in bold

communications. Algorithms aware of this imbalance can
take steps to mitigate it, allowing early arriving processes to
communicate with each other, and not block while waiting
for late arrivals.

The universal hierarchical algorithm shows significant
speedups, averaging 45x for Reduce-Scatter on 32k cores.
To demonstrate the inter-node flexibility, it is also evaluated
with routines from the Cray MPT, with speedups averaging
21.7x for Alltoallv, an important collective neglected by past
works. After studying process arrival imbalance in detail, an
imbalance aware reduction is presented showing speedups
up to 47x in the presence of reasonably large imbalance.

II. UNIVERSAL HIERARCHICAL ALGORITHM

This section outlines how the universal hierarchical al-
gorithm operates and can utilize traditional MPI collective
routines that are hierarchy-oblivious for inter-node commu-
nication. Figure 1 gives an overview of the algorithm.

The copy-in and copy-out portions of the algorithm make
up the intra-node communication, transferring data between
private (PrivateBuff ) and shared (SharedBuff ) buffers. These
functions are different for each collective, and can be as
simple as copying the entire buffer from private to shared
memory. AlltoAll is more complex placing data in a me-
thodical manner as shown in Figure 2. The data offsets are
calculated to place segments adjacent to data that is going
to the same destination. This allows the inter-node routine
to unknowingly move the blocks together to the destination,
where they are extracted by the intra-node copy out.
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Figure 2: Alltoall Buffer Copy Example

The ExchangeCntData portion of the algorithm is only
needed for vector versions of collectives without global
knowledge of count arrays, including Alltoall(v/w), Scatterv,
and Gatherv. In these collectives, every rank can send and
receive varied amounts of data, so the proper index into the
shared memory buffer needs to be calculated. An interesting
feature of the algorithm is that non-global data is never
made global, it is only shared via a shared memory structure,
SharedCnts. An important note with the vector collectives is
that because displacement arrays are used to copy the data
to shared memory, non-contiguous data becomes contiguous
for the inter-node portion of the algorithm.

Once the data is transferred to a shared buffer, the
arguments for the inter-node collective need to be calculated.
This is done by the SetupInter function, which produces
InterCnts. This involves calculating the count and the dis-
placement vectors needed as inputs to the MPI collective
for the inter-node communication phase. This is what al-
lows any routine to be used for inter-node communication.
The inter-node communications is done with one process
per node, which is known as the leader. In addition to
MPI COMM WORLD, a per node communicator used for
node synchronization, and a communicator with only the
leaders is used to call the MPI collective.

Table I shows the speedup of the universal hierarchical
algorithm for several different collectives, as well as ei-
ther the MPICH or Cray MPT routines for the inter-node
communication. All test were run on a Cray XE6 with
32k cores. No speedups were seen on Scatter, Broadcast,
or the Cray Allgather-Small because these algorithms use
binomial tree communication patterns that map well onto
the multicore hierarchy, and thus already minimize network
communication.

III. IMBALANCED ARRIVAL

Process imbalance occurs even with perfectly balanced
micro-benchmarks, and this imbalance is large in relation to
the latency of collectives. The following reduction operation

Inter-Node Routine
MPICH Cray

Collective Mean Max Mean Max
Allgather-Small 20.3 31.4 1.1 1.1
Allgather-Large 22.2 56.0 29.9 100.1
Alltoallv 6.7 15.3 21.7 87.8
Broadcast 1.1 1.1 1.0 1.2
Reduce-Scatter 45.5 81.8 19.8 26.8
Scatter .9 1.0 .85 1.0

Table I: Universal hierarchical algorithm speedups, 32k
cores, mean and max averaged for all buffer sizes

Micro-kernel Buffer Size (Bytes)
run time 128 2048 32768 524288
0 ms 0.35 0.46 1.1 1.7
50 ms 4.1 4.3 7.6 3.9
100 ms 11.2 11.5 21.5 10.1
200 ms 25.1 26.0 52.0 24.5
400 ms 31.0 33.6 80.1 48.3
800 ms 25.9 28.4 73.6 57.0

Table II: Imbalance Aware Reduction Speedups over MPICH
with varying imbalance, 8k cores

is designed to reduce the synchronization cost by utilizing
shared memory buffers to remove the temporal dependency
of message passing.

When a process enters the collective, its buffer is imme-
diately reduced into the shared memory buffer. Unless the
process is the root or the last process to arrive on its node, it
can exit the collective. The last process per node and the root
are responsible for the inter-node communication, with this
method of dynamic leader selection. This results in lower
synchronization cost than traditional hierarchical collectives
that use fixed leaders which must block waiting for slow
processes. Extra overhead is incurred by the dynamic lead-
ers, due to control messages used to discover other leaders.
The node-to-node communication pattern remains the same
as static leaders, a binomial tree in this case, but at each
invocation a different set of leaders performs the reduction.

Table II gives the speedups of the mean time each process
spends in a collective for 8192 cores, with a varying amount
of imbalance. The imbalance is generated by running a
serial micro-kernel on each process for a fixed number of
iterations. Small buffer sizes with zero imbalance see a slow-
down due to the control messages, but in applications this
only occurs immediately following a barrier.

IV. FUTURE WORK

This work presents the several optimized algorithms for
MPI collective communications that improve both perfor-
mance and flexibility. Future work aims to expand the
imbalance aware algorithms to include a wider variety of
collectives, as well as observe the effect these algorithms
have when used in macro-benchmarks.
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