
Power and Energy Management of Modern 
Architectures in Adaptive HPC Runtime Systems  

Ehsan Totoni 
totoni2@illinois.edu 

Doctoral Showcase 
Nov 20th, 2014 



2	  
2	  

HPC Power Challenge 

•  Tianhe-2 
Ø  34 PFlop/s Linpack 
Ø  18 MW power 

•  Goal: ExaFlop/s at 20MW 
Ø  To keep operating costs 

tractable 
•  26x more energy efficiency 

needed for Linpack 
Ø  Much more for real 

applications 
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Research Goals 

•  Improve power efficiency of HPC systems 
with low cost 
Ø  Cross-layer approach: 

•  Application-centric analysis 
•  Runtime system (RTS)  
     adaptation techniques  

o  based on analysis 

•  Hardware support for RTS 

Application 

Runtime System 

Hardware 

Analyze 

Adapt 

Support 
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Power Efficiency Research Spectrum 

Hardware Software 

Minor Improvements, 
and/or limited cases: 
De Supinski et al. 
Rountree et al. 
Lowenthal et al. 
Cameron et al. 
Sarood et al. 
 … 

High cost in 
hardware and 
programming: 
Runnemede 
Echelon 
C-Cores 
DySER  
…. 

My research: 
Better power efficiency 

Lower cost 
Complements others 
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Overview 

•  Runtime adaptation: 
Ø  Power Management of Networks 
Ø  Adaptive Cache Hierarchy Reconfiguration 
Ø  Scheduling in Presence of Process Variation 
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Power Management of Networks 

•  Networks consume a lot of 
power (depending on 
technology) 
Ø  Not energy proportional 
Ø  Blue Waters example 

•  ~35kW rack 
•  ~15kW when idle due to 

network 
•  Not all applications use all 

the network’s capabilities 
Ø  E.g. ISAM climate code 

doesn’t communicate much  

Cray XE6 compute blade 

Gemini network: 250W 
At max all the time Processor: 125W TDP 
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Adaptive RTS Solution 

•  Only a small fraction of links are used in 
common cases  
•  Near neighbor 

•  RTS knows application’s communication 
Ø  Mediates all the messaging 

•  Communication pattern changes infrequently 
•  Communication pattern info is used for other 

purposes in RTS already 

•  Adaptive RTS turns off unused links 
Ø  81.5% of links can be turned off for common 

applications 
•  Hardware turns on with penalty if needed 

Ø  On/off scheduling saves even more 
•  Analyzed with a model 

Totoni et al., “Power Management of Extreme-scale Networks with 
On/Off Links in Runtime Systems,” ACM TOPC 2014 

(a) Number of Active Ways (b) 5% Threshold Energy Saving (c) L3 Streaming v.s. Simple Turn-off
(0.5% Threshold)

Fig. 1. Reconfiguration with different input sizes

processors and 40% of each processors power goes to its
caches, 19% of the total power is saved using our approach.
Moreover, we established that if hardware allows it, the change
of cache strategy to reconfigurable streaming can save up to
75% of cache energy and also improve performance by 30%
in some cases.

Figures 1(a) to 1(c) illustrate the behavior and effectiveness
of our approach for different problem sizes. Only when the
input fits the cache, it is used efficiently and the RTS does not
turn ways off. When the input is too small or too large, the
RTS turns ways off resulting in significant power savings.

III. NETWORK ADAPTATION

The interconnection network is a major consumer in the
large-scale systems. In future systems, it is expected to con-
sume more than 30% of the system’s total power. From this
power consumption, up to 65% is allocated to the links and
the resources associated with them (and the remaining 35% is
mostly consumed by routers). Therefore, saving network power
is crucial for keeping HPC systems within a reasonable power
budget.

Modern networks are over-provisioned in resources (e.g.
links), in order to provide good performance for a range of
applications. Although these networks are designed to provide
enough bisection bandwidth for the worst case (e.g. all-to-all
communication in FFT), not all applications make use of the
abundant bandwidth. For example, common HPC applications
have nearest neighbor communication pattern. The net result
is that many applications do not use a large fraction of links,
especially for high radix networks. Figure 3 shows that a small
fraction of Dragonfly/PERCS network links are used for some
applications.

An effective approach to address this problem and improve
energy proportionality is to turn off unused links. Thus, we
propose addition of hardware support for on/off control of
links (links that can be turned on and off), which can be used
by the runtime system to save the wasted power and energy
consumption. We show how the runtime can accomplish that
by observing the applications’ behavior.

Using our basic approach, for commonly used nearest
neighbor applications such as MILC, 81.5% of the links can be
turned off for a multilevel directly-connected network (around
16% of total machine power, assuming 30% network power
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Fig. 3. Fraction of links used during execution of various applications.

budget), and 20% for 6D Torus. Moreover, we demonstrate that
approximately 20% of the machine power can potentially be
saved for most applications on these networks using a smarter
scheduling approach.

IV. PROCESS VARIATION HETEROGENEITY

Process variation causes the transistors on the same chip to
be different, which results in cores having different frequency
and power consumption profiles. This makes scheduling ap-
plications under a power budget combinatorially difficult. We
model the performance and power consumption of HPC appli-
cations on such heterogeneous chips. Based on the models, we
propose a scheduling framework using integer linear program-
ming (ILP), which enables effective scheduling with various
power consumption and performance constraints. Using this
framework, an HPC runtime system can decide how many and
which cores of a chip to use depending on the application, the
properties of the chip, and the required constraints. Our results
show that our framework’s chooses configurations that are up
to 2.5 times faster than simple heuristics. This will appear in
future publications.

REFERENCES

[1] E. Totoni, J. Torrellas, and L. V. Kale, “Adaptive power efficiency:
Runtime system approach with hardware support,” in SC ’14.

[2] E. Totoni, N. Jain, and L. V. Kale, “Toward runtime power management
of exascale networks by on/off control of links,” in HPPAC’13.
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Motivation: Caches Are Power 
Hungry 

•  Caches consume a large fraction of 
processor’s power 
Ø  40% in POWER7, even with many 

power optimizations 
•  Getting larger every day 

Ø  Intel Xeon E7-88702: 30MB of SRAM L3 
Ø  IBM POWER8: 96MB of eDRAM L3 

•  Fixed design, but applications are 
different 
Ø  E.g. potentially no locality in pointer 

chasing “Big Data” 
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Motivation: Cache Power Waste 

•  Scenario: NAMD on Blue Waters 
Ø  HIV simulations, 64 million atoms 

•  48 bytes atom state (position & velocity) 
•  Some transient data (multicasts) 
•  Assuming 400 bytes/atom, 25.6 GB 

Ø  4000 Cray-XE nodes 
•  32 MB of L2 and 32 MB L3 each -> 256 GB of cache! 
•  90% of capacity not unused 
•  (there is nothing wrong with NAMD!) 

Ø  16 days wall clock time, not best use of caches... 
Huge waste! 

Structure of the HIV capsid 

Capped fullerene cone 

Pentamers introduce  
sharp declinations 

Continuously changing 
curvature in the 
hexagonal lattice  

Ganser, B. K. (1999). 
 Science, 283, 80–83 

Briggs, J.  et al. (2006). Structure, 14, 15–20 

Highly  
schematic 
model; 
beads are 
not 
proteins! 
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Background: Cache Reconfiguration 

•  Turning off cache ways/
banks to save energy 
proposed 

•  Two main issues: 
Ø  Finding the best cache 

hierarchy configuration  
Ø  Predicting the application’s 

future 
•  We solve both on HPC 

systems 
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Figure 1. A 4-way set associative cache using selective cache ways. The details for data ways 1-3
are identical to way 0 but are not shown.

by disabling ways. The second is the amount of perfor-
mance degradation that can be tolerated, which is discussed
in the next section.

3.2. Performance Degradation Threshold

The Performance Degradation Threshold (PDT) signi-
fies how much performance degradation relative to a cache
with all ways enabled is allowable. Thus, if the PDT is 2%
for a given period of execution, and performance is pro-
jected to degrade by 1% with three ways of a 4-way cache
enabled, and 4% with two ways enabled, then three ways
are enabled, so long as the total energy is less than that with
four ways enabled. Thus, the minimum energy dissipation
is not necessarily that with only one way enabled, as the
increase in L2 cache energy dissipation may override the
decrease in L1 energy.

One advantage of selective cache ways over static solu-
tions to energy reduction is that the tradeoff between per-

formance and energy dissipation can be made variable via
different PDT values. Thus, a different tradeoff can be made
among machines that use the same microprocessor, and be-
tween different applications running on the same machine.
Different PDT values can even be used for different instanti-
ations of the same application on the same machine. For ex-
ample, a server application may be invoked to run in a “low
energy cache mode” during low-activity periods, and run in
a “high performance cache mode” with more cache ways
enabled during high-load periods. The operating system
or a continuous profiling and optimization system [3, 26]
could effectively control the PDT by changing the num-
ber of ways enabled under different loading conditions. In
Section 4, we evaluate the energy savings that is achiev-
able with different PDT values. In the next subsection, we
address the issue of how to properly handle access to data
stored in a disabled way.

Albonesi, 1999 
On/off control of 
cache data arrays 
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Adaptive RTS Approach 

•  RTS monitors application 
Ø  Persistence: HPC applications are 

iterative, same pattern repeats 
•  RTS tries cache configurations 

Ø  Configuration: number of ways 
on/off for each cache 

Ø  Exhaustive search for now 
Ø  Possible, since different 

processors do the same thing 
•  Single Program Multiple Data 

(SPMD) 
Ø  It could apply for other purposes 

•  E.g prefetch depth 

•  RTS applies best cache 
configuration 
Ø  Turn on/off ways 
Ø  Monitor, re-evaluate regularly 

RTS: Identify Iterations

RTS: Choose the best configuration

Course-grain 
profile: 

Try different 
configurations: 

Apply best 
configuration: 
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Predicting Future is Difficult 

•  RTS needs to predict application’s future SEB 
Ø  “Phase changes” 
Ø  To change to the proper cache configuration 

•  Some applications have hierarchical iteration structures 
Ø  MILC’s pattern: 

PE	  0	  

PE	  3	  

PE	  1	  

PE	  2	  

Overall 
iteration 

sub
iter 
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Identifying Iteration Structure 

•  RTS needs to identify 
iterative structure 
Ø  Difficult in most general sense 

•  Using formal language theory 
Ø  Define each SEB as a symbol of 

an alphabet Σ 
Ø  An iterative structure is a 

regular language 
•  Easy to prove by construction 

Ø  Each execution is a word 

a0a1a2… 
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Pattern Recognition 

•  In profiling, RTS sees a stream of SEBs 
(symbols) 
Ø  Needs to recognize the pattern 
Ø  Learning a regular language from text 
Ø  Build a Deterministic Finite Automaton 

(DFA) 
•  Prefix Tree Acceptor (PTA) 

Ø  A state for each prefix 
Ø  Not too large in our application 
Ø  MILC: ((a0a1a2a3)5b0b1b2b3)∗ 
Ø  NAMD: (a3 b)∗ 

Our approach in the RTS can be summarized as follows:

1) Determine iterations (and relevant SEBs)
2) Ensure the SEBs are the same across processors
3) Run different configurations on different processors

and find the best in performance and power/energy
efficiency

4) Apply the best configuration to all processors
5) Observe the execution and repeat if behavior changes

Note that we depend on the fact that SEB characteristics are
the same or similar on different processors. This follows from
the Single Program Multiple Data (SPMD) paradigm assumed
in most distributed memory parallel languages, such as MPI.

B. Generalization

Most scientific applications are structured: they can have
multiple phases in each overall iteration, but these phases
are also often iterative, forming a “hierarchical” iteration
structure. For example, Figure 3 depicts different phases of
MILC on four processors. This is a timeline diagram, where
different phases (e.g domain updates with nearest neighbor
communication, and CG solve) are color-coded differently.
Note that the executions of four processors are stacked, but
they appear very similar.

Using Formal Language Theory, the hierarchical iterative
structure of an HPC application can be modeled as a Regular
Language. We define each unique SEB (found by examining
the characteristic information) as a symbol a of an alphabet
⌃. Each application execution might have a different number
of iterations and hence, is a word of the language.

Theorem. A hierarchical iterative pattern is a regular lan-
guage.

Proof by construction: Each execution is a number of
repeated iterations. Therefore, the pattern can be written as a
regular expression of this form: (a0, a1, ..., ad)⇤, where each
ai is a regular expression. The regular expression for each ai
can also be constructed in the same way. In a finite number
of steps, the whole regular expression can be constructed
recursively. Hence, the language is regular, since it has a
regular expression.

The general problem of finding the application’s pattern
(to use for phase change detection) is a pattern recognition
problem. Using our formulation, it can be modeled as a
classical Formal Language Theory problem: learning a regular
language from text [33], [34]. During the application profiling,
we collect a stream of symbols that are from a regular
language, and we need to infer the language.

In the profiling phase, we gather a string of symbols
(Sample S) of the language by monitoring the SEBs. We need
to infer the grammar to build a deterministic finite automaton
(DFA). Recall that a DFA is a tuple (⌃, Q, q�, F,�) where ⌃
is a finite alphabet, Q is a finite set of states, q� is an initial
state (q� 2 Q), F is a set of final states (F ✓ Q), and � is a
transition function (� : Q ⇥ ⌃ ! Q). For example, Figure 3
can be rewritten as a list of symbols: a0a1a2a3...

A simple solution is to use a prefix tree acceptor
(PTA) [35], [34]. A PTA is a tree-like DFA that has all the

Fig. 3. Timeline view of phases of MILC: time is on x axis and four
processors are stacked on y axis. Colors represent different computations.
This figure illustrates the regular iterative pattern of MILC.

q�start qa qab qabc
a b c

Fig. 4. PTA for sample abc

prefixes of the sample as states, and is strongly consistent with
the sample, which means that it only accepts the sample4.
Algorithm 1 demonstrates how a PTA can be built from a
sample. Figure 4 illustrates an example PTA that is built by
this algorithm for a small sample.

Algorithm: Build-PTA
Input: Sample S
Output: DFA A=(⌃, Q, q�, F,�)
F  ;;
Q {qu : u 2 PREF (S)};
for qu·a 2 Q do

�(qu, a) qu·a;
end
F  F [ {qS};

Algorithm 1: Build PTA from sample

Learning from text by a PTA can be challenging since the
number of states can grow large. However, in practice, the
number of SEBs that execute in the profiling stage is small.
Furthermore, the number of DFA states can be reduced easily.
For example, the application might have 1000 relaxation steps
followed by 1000 CG steps in each overall iteration. This
translates to 2001 DFA states. To reduce this number, we
combine all of the CG steps together to form only one symbol
since the same SEB is repeated. This fits our purpose since
similar SEBs will have the same cache configuration. In this
way, our example will have only three states in its DFA. Note
that state merging techniques can be used to merge compatible
states, but for practical cases, the number of states is already
very small after applying our technique.

The inferred DFA (equivalent to a regular expression) will
be used for the rest of the application execution by the RTS
to predict the future of the application. In this formulation,
predicting the future of the application is similar to simple
pattern matching of regular expressions. For example, the
pattern of NAMD which performs FFT for long range force
calculations is similar to the regular expression (a3b)⇤. MILC’s

4We have simplified the definitions and the algorithm for our purpose but in
general, there can be multiple positive and negative samples of the language
to learn from.

((a0a1a2a3)5b0b1b2b3)∗ 

DFA for (abc)* 
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Evaluation Results 

Format: <ways turned on>/<total number of ways> 

•  Best configuration depends on:  
Ø  Application type 
Ø  Input size 
Ø  Not easy to predict without testing 

•  67% cache energy saving on average 
Ø  28% of whole processor 
Ø  2.4% performance penalty 

Mini-App L1D L1I L2 L3 

miniMD 2/4 1/2 2/8 1/16 

CloverLeaf 1/4 1/2 2/8 16/16 

HPCCG 1/4 1/2 2/8 16/16 
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Adapt to Problem Size 
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•  Cache hierarchy needs to adapt to input size 
Ø  Larger sizes cannot exploit caches 
Ø  Most energy efficient use of caches: data fits in the cache 
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Process Variation 

•  Transistors of a chip are different 
Ø  Manufacturing limitation 

•  Architectural level 
Ø  Frequency variation 
Ø  Static power variation 

•  Current solution: design margins 
Ø  Run at ~1.5x slower speed 
Ø  Wasteful for future generations with 

more variation 
•  Many-cores 
•  Only few atoms in channel 

•  More variation at NTV 
Ø  Near threshold voltage operation 

F/4 F/3

F F/2

Fig. 1. Example core frequency variation.

the configurations of a large chip with many cores, we use
integer linear programming (ILP) to explore the search space
efficiently. Our results show that our ILP-based scheduling
provides configurations that perform 25% better on average for
a compute-bound application and 16% better for a memory-
bound application (under the same power budget). In some
cases, our framework’s configurations are up to 2.5 times
faster. Furthermore, we demonstrate how different performance
and power scheduling constraints can be expressed as linear
models to be used by our ILP scheduling framework. Since
ILP provides optimality constraints assuming that the models
are accurate, our framework can be used to evaluate simple
scheduling heuristics as well.

The rest of the paper is organized as follows. Section II
provides some background and describes our evaluation setup.
Section III discuss the requirements of programming systems,
and evaluates the load imbalance caused by process variation
heterogeneity. In Section IV, we design and evaluate different
performance models. We use these models in Section V to
define an ILP-based scheduling framework. We evaluate this
framework versus simple heuristics in Section VI. We discuss
the related work in Section VII, and conclude in Section VIII.

II. BACKGROUND/EVALUATION SETUP

A. Process Variation

Ideally, all transistors of a die should be identical and have
the same parameters as designed, but this is hard to meet in
manufacturing. Therefore, there are static, spacial fluctuations
of parameters around the nominal values. The variation of
transistors across different dies is called die-to-die variation,
while the difference of transistors on the same die is called
within-die variation.

Variation affects two critical parameters of transistors:
threshold voltage (V

th

) and effective channel length (L
eff

).
These parameters determine switching speed and leakage of
the transistors. At the architectural level, process variation
causes some processor cores to run faster or slower than
the intended design. This is determined by the speed of the
transistors on the critical path of each core. Figure 1 illustrates
the frequency variability of a hypothetical chip. Furthermore,
the static power consumption of different cores and on-chip
memory units is determined by variation in transistor leakage.

To display a uniform view of the system to the user, the
designers usually consider margins to cover variations. How-
ever, due to high variations in future processor generations,
researchers believe that this is too costly [8]. For example, by

using all the cores at a very low frequency, one pays all the
static power but achieves limited performance. Furthermore, to
alleviate power limitations, low voltage operation seems to be
required [2], but it will exacerbate the variation issues. Hence,
process variation needs to considered for future processor
chips.

B. Evaluation Setup

For evaluation of our approach, we use Sniper simulator [9]
to model heterogeneous chips. We use Sniper’s default core
model, which is similar to Intel Gainestown architecture and
has been validated before.

To model process variation at the micro-architecture level,
we use VariusNTV [10]. It models systematic variation by
dividing the die into a grid, and assigning V

th

and L
eff

to each point by sampling from a multivariate Gaussian
distribution. It models both spatially correlated variation and
random variation, and its results has been validated against
chip measurements.

We simulate a 12-core or a 36-core chip with each core in
a different frequency domain, and one single voltage for the
whole chip. In discussions of the following sections, we refer
to frequency domains simply as cores for convenience. Some
previous works propose multiple small cores (a cluster) in each
frequency domain. However, we use this simple settings to
be able to simulate the possible configurations exhaustively
and evaluate our models more accurately. We have verified
our simulation setting by comparing relevant homogeneous
simulations against a 12-core Ivy Bridge machine. We believe
that our results extend to other architectures as well. Table I
presents the parameters of the modeled system.

TABLE I. SIMULATED PROCESSOR’S PARAMETERS

Sniper parameters
Chip 12 or 36 Core CMP
Core x86, 4-wide issue out-of-order
Instruction L1 (L1I) 32 KB, 4 way
Data L1 (L1D) 32 KB, 8 way, private.
L2 256 KB, 8 way, private.
Memory latency (no contention) 75ns

VariusNTV parameters
Technology node 11 nm
Average Frequency 2.6 GHz
Vdd 0.765
Correlation range � 0.1
Total (�/µ) for Vth 15%

We use MiniMD and Jacobi3D to represent typical HPC
workloads. MiniMD represents molecular dynamics work-
loads, which are compute-intensive. Jacobi3D represents sten-
cil computations which are typically memory-bound. We use
instructions per cycle (IPC) as a proxy for application’s perfor-
mance. In each simulation, after initialization and warm up, we
run the application for about six seconds of simulated time, and
average the IPC. Since the configuration is heterogeneous and
frequencies are not the same, we normalize the IPC statistics
of different cores. We use McPAT [11] to evaluate dynamic
power consumption and VariusNTV to evaluate static power
consumption.
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Objective 

•  Get highest performance under power budget 
Ø  How many cores? Which cores? 
Ø  Few fast cores? More slow cores? 
Ø  Applications are different 

•  Combinatorial problem 
Ø  Exponential options: 2n-1  
Ø  n=36 cores, 67 billion configurations 
Ø  n=1000, … 

F/4 F/3

F F/2

Fig. 1. Example core frequency variation.

the configurations of a large chip with many cores, we use
integer linear programming (ILP) to explore the search space
efficiently. Our results show that our ILP-based scheduling
provides configurations that perform 25% better on average for
a compute-bound application and 16% better for a memory-
bound application (under the same power budget). In some
cases, our framework’s configurations are up to 2.5 times
faster. Furthermore, we demonstrate how different performance
and power scheduling constraints can be expressed as linear
models to be used by our ILP scheduling framework. Since
ILP provides optimality constraints assuming that the models
are accurate, our framework can be used to evaluate simple
scheduling heuristics as well.

The rest of the paper is organized as follows. Section II
provides some background and describes our evaluation setup.
Section III discuss the requirements of programming systems,
and evaluates the load imbalance caused by process variation
heterogeneity. In Section IV, we design and evaluate different
performance models. We use these models in Section V to
define an ILP-based scheduling framework. We evaluate this
framework versus simple heuristics in Section VI. We discuss
the related work in Section VII, and conclude in Section VIII.

II. BACKGROUND/EVALUATION SETUP

A. Process Variation

Ideally, all transistors of a die should be identical and have
the same parameters as designed, but this is hard to meet in
manufacturing. Therefore, there are static, spacial fluctuations
of parameters around the nominal values. The variation of
transistors across different dies is called die-to-die variation,
while the difference of transistors on the same die is called
within-die variation.

Variation affects two critical parameters of transistors:
threshold voltage (V

th

) and effective channel length (L
eff

).
These parameters determine switching speed and leakage of
the transistors. At the architectural level, process variation
causes some processor cores to run faster or slower than
the intended design. This is determined by the speed of the
transistors on the critical path of each core. Figure 1 illustrates
the frequency variability of a hypothetical chip. Furthermore,
the static power consumption of different cores and on-chip
memory units is determined by variation in transistor leakage.

To display a uniform view of the system to the user, the
designers usually consider margins to cover variations. How-
ever, due to high variations in future processor generations,
researchers believe that this is too costly [8]. For example, by

using all the cores at a very low frequency, one pays all the
static power but achieves limited performance. Furthermore, to
alleviate power limitations, low voltage operation seems to be
required [2], but it will exacerbate the variation issues. Hence,
process variation needs to considered for future processor
chips.

B. Evaluation Setup

For evaluation of our approach, we use Sniper simulator [9]
to model heterogeneous chips. We use Sniper’s default core
model, which is similar to Intel Gainestown architecture and
has been validated before.

To model process variation at the micro-architecture level,
we use VariusNTV [10]. It models systematic variation by
dividing the die into a grid, and assigning V

th

and L
eff

to each point by sampling from a multivariate Gaussian
distribution. It models both spatially correlated variation and
random variation, and its results has been validated against
chip measurements.

We simulate a 12-core or a 36-core chip with each core in
a different frequency domain, and one single voltage for the
whole chip. In discussions of the following sections, we refer
to frequency domains simply as cores for convenience. Some
previous works propose multiple small cores (a cluster) in each
frequency domain. However, we use this simple settings to
be able to simulate the possible configurations exhaustively
and evaluate our models more accurately. We have verified
our simulation setting by comparing relevant homogeneous
simulations against a 12-core Ivy Bridge machine. We believe
that our results extend to other architectures as well. Table I
presents the parameters of the modeled system.

TABLE I. SIMULATED PROCESSOR’S PARAMETERS

Sniper parameters
Chip 12 or 36 Core CMP
Core x86, 4-wide issue out-of-order
Instruction L1 (L1I) 32 KB, 4 way
Data L1 (L1D) 32 KB, 8 way, private.
L2 256 KB, 8 way, private.
Memory latency (no contention) 75ns

VariusNTV parameters
Technology node 11 nm
Average Frequency 2.6 GHz
Vdd 0.765
Correlation range � 0.1
Total (�/µ) for Vth 15%

We use MiniMD and Jacobi3D to represent typical HPC
workloads. MiniMD represents molecular dynamics work-
loads, which are compute-intensive. Jacobi3D represents sten-
cil computations which are typically memory-bound. We use
instructions per cycle (IPC) as a proxy for application’s perfor-
mance. In each simulation, after initialization and warm up, we
run the application for about six seconds of simulated time, and
average the IPC. Since the configuration is heterogeneous and
frequencies are not the same, we normalize the IPC statistics
of different cores. We use McPAT [11] to evaluate dynamic
power consumption and VariusNTV to evaluate static power
consumption.
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Performance and power models 

•  Models needed for config evaluation 
Ø  Sampling all configs is impossible 

•  Fit a linear function for each # of cores 
Ø  A line for 1 core configs, a line for 2 core configs … 
Ø  12 lines for a 12 core chip 

•  Two performance samples per line 
Ø  Slowest config and fastest config 
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Fig. 7. Model 4 predictions as a function of actual (simulated) performance.

The runtime system builds the model as follows.
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The performance of any configuration with k cores is then
predicted by a simple linear formula:

Sk

c

= ak1Fc

+ ak2 (5)

Figures 6(d) and 6(h) show the accuracy of Model 4 for
Jacobi3D and miniMD. Compared to other models, the points
are closer to the zero error line, meaning that this model is
much more accurate.

For each application, Figure 7 illustrates the performance
predictions of Model 4 for the chip configurations as a function
of their actual performance obtained by simulation. There are
some jitters but both of the functions are mostly monotonic.
This means that, given two configurations, the model predicts
higher performance for the configuration that is actually faster.
Therefore, Model 4 is accurate at comparing configurations.

E. Summary of Performance Models

Figures 8 and 9 compare the accuracy of the discussed
models. Model 4 is superior to others in all of the metrics.
The average error of Model 4 for miniMD is 1.6%, and it is
0.7% for Jacobi3D. In the worst case, the maximum error of
Model 4 is 9.2% for miniMD and 4.3% for Jacobi3D. Thus,
we conclude that Model 4 is sufficiently accurate for predicting
the performance of various configurations of a heterogeneous
chip.
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F. Modeling Dynamic Power

Model 4 predicts performance accurately but dynamic
power also varies with configuration and needs to be predicted.
The dynamic power of a processor core can be formulated as
follows:

D
i

= ↵
i

CV 2f
i

(6)

In this formula, f
i

is the frequency of the core, V is its voltage,
C is its capacitance, and ↵

i

is the activity of the core. Except
the activity level of the core ↵

i

, which varies in different
configurations, other parameters are constants. Therefore, ↵

i

needs to be taken into account for accurate dynamic power
predictions.

The dynamic power of a configuration is the sum of the
dynamic powers of the cores:

Dc =
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i

CV 2f
i

= CV 2
X

i2c

↵c

i

f
i

(7)

We strive to adopt our performance model (Model 4) to
predict dynamic power due to the following observations.
First, dynamic power has similar properties to performance
in general. Dynamic power is higher when there are more
cores and when the cores have higher frequencies. Second, the
activity level of each core is correlated with performance, and
hence, correlated with the sum of frequencies. We therefore
formulate our dynamic power model as follows:
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Model-based Scheduling 

•  RTS can evaluate configs quickly with models 
Ø  But not possible to explore all configs of extreme-

scale chips with 1000s of cores 
•  Integer linear programming (ILP) 

Ø  To explore search space 
Ø  Possible since models are linear 
Ø  Highest performance under a power budget 

•  Or other objectives 
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ILP scheduling 

Parameters	  

xi	  :	  binary	  variable	  indicaAng	  whether	  core	  i	  is	  used	  	  
Draft of October 23, 2014 at 10 : 10

F =
X
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x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

	  :	  power	  budget	  of	  the	  chip	  

Draft of October 23, 2014 at 10 : 10

F =
X

i2all cores

x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

	  :	  staAc	  power	  of	  core	  i	  

Draft of October 23, 2014 at 10 : 10

F =
X

i2all cores

x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

Objec/ve	  func/on	  

Draft of October 23, 2014 at 10 : 10

F =
X

i2all cores

x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

Maximize	  performance:	  

Constraints	  

Draft of October 23, 2014 at 10 : 10

F =
X

i2all cores

x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

Draft of October 23, 2014 at 10 : 10

F =
X

i2all cores

x
i

f
i

P : power budget of the chip

ps
i

: static power of core i

Objective function

Maximize performance:

Sk

c

= ak
1

F + ak
2

(6.23)

Constraints

Only configurations with k cores:

X

i2all cores

x
i

= k (6.24)

Cap total power according to budget:

X

i2all cores

x
i

ps
i

+ bk
1

F + bk
2

 P (6.25)

After solving these ILPs, the runtime system needs to compare the results and choose the

best one. Note that in our formulation, we considered performance as the main objective

metric that needs to be maximized given a power budget. One can similarly minimize power

given performance constraints. In this case, the roles of Equations 6.23 and 6.25 are switched,

and performance becomes a constraint, while power becomes the objective function.

Note that if one wants to minimize energy without any performance constraints, our ILP

framework in this form cannot be used since the objective function will not be linear anymore.

Energy minimization without performance constraints is left for future work.

6.5.2 Incorporating DVFS

Previous studies suggest Dynamic Voltage and Frequency Scaling (DVFS) for energy-e�cient

computing for some cases, such as for memory bound applications. Our framework can in-

corporate DVFS as well. We only need more binary variables and constraints that indicate

at which DVFS level each core should operate. The constraints make sure that the solver

does not choose illegitimate conditions, such as a core operating at two DVFS levels simul-

taneously.

131

Only	  configuraAons	  with	  k	  cores:	  

Cap	  total	  power:	  
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Evaluation 

•  Compare ILP to simple heuristics 
Ø  Min: as many low power cores possible 
Ø  Max: as many fast cores possible 

•  Evaluated 100 chips with 36 cores 
Ø  Generated using VariousNTV 

•  ILP is up to 2.5 times faster 
Ø  25% on avg. for miniMD 
Ø  16% on avg. for Jacobi3D 
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Conclusion 

•  Some system components consume excessive power 
Ø  E.g. caches and network 

•  Our adaptive RTS approach can reduce power significantly 
Ø  RTS can predict application’s future using formal language 

theory 
Ø  67% of cache energy is saved on average 
Ø  Can be applied to other cases 

•  Reconfigurable streaming (in dissertation) 
•  30% performance and 75% energy in some cases 

•  Process variation causes performance and power 
heterogeneity 
Ø  Developed performance and power models 
Ø  developed a scheduling framework using integer linear 

programming 
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